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1 Introduction

1.1     PPDG Project Goals


The Particle Physics Data Grid Collaboratory Pilot (PPDG) main goals are to contribute to the scientific insight of  the participating  Experiments through enabling  and deploying Production Application Grids, to incorporate and use  grid midlleware developed by the participating Computer Science groups, and to stimulate  reusable common technologies  from  the collaboration participants.  PPDG finds its place in the multi-dimensional  matrix of  DOE funded SciDAC projects, computer science technology  projects,  experiment data handling,  and  peer grid projects in the US, Europe and elsewhere.

To successfully meet its goals PPDG  must not only address the end-to-end application and system wide development and deployment of robust, performant, managed and tracked  Grids but also address the functionality and interface definitions of well described common services in order to successfully integrate them into working systems. To meet the goal of production grids PPDG may benefit from one or more  solutions to each specific service. When these are not available or sufficient, PPDG has to find a way to get around their lack, stimulate further work to provide them, and descope functionality or performance of the application

In order to achieve its goals while living within its funding profile PPDG relies significantly on collaboration with and contributions from all the other groups in the matrix:  The grid research and development projects e.g. SciDAC Security and Policy for Group Collaborations, NSF Middleware Initiative; the other US Physics Grid projects – GriPhyN and iVDGL; the peer European projects e,g, European Data Grid; and the experiment dedicated data processing and analysis groups.

1.2 Scope of this Document

The achievements and deliverables of Year 1 of PPDG are well documented in the Quarterly Reports, News Briefings and published papers and presentations. The current document will cover little of this, but focuses rather on the results of Year 1 that feed into the Year 2 plans and projects. This results in a somewhat unbalanced picture with respect to the many achievements and successes of the year and we refer you to the PPDG Documentation Web Pages for this. This document is to capture  PPDG plans for year 2 and beyond, and agree on the roadmap  to build on our current successes, learn from our challenges, and continue on to a successful second year.

2 PPDG Year 1

2.1 Achievements

The goal of deploying a first round of prototype end to end applications over the “WAN” was achieved by each experiment. The resulting Application Grid TestBeds/TestGrids all had a few  aspects of a “working system” but the transition from prototyping  and development  to production clearly  requires  significant efforts to smooth  integration, deployment and continuous operations, as well as extensions in  major functional areas.   PPDG Quarterly Reports capture both the high level and detailed achievements. News Briefings have summarized events of sufficient significance (to someone) to broadcast.

2.1.1 Shared Middleware

All Computer Science Grid Middleware packages have been extended, made more robust, and demonstrated utility to application codes through PPDG collaborative work. Protocols for GridFTP, GSI, CAS, SRM and GRAM were evaluated. Necessary changes and extensions were identified in all these (except for GSI?)

The project did indeed focus on those technologies in the areas  originally proposed:

· Grid  Data Replication  - Grid Data Transfer and Replication Services – GridFTP, GDMP, SRB, HRM,  and Globus Replica Management, Experiment specific replica management systems.

· Optimized File Transfer Performance – GridFTP, bbcp, tcp/ip tuning.

· Grid  Job Submission and  Resource Management  -  Grid Job & Resource Management  - GRAM, Condor, Condor-G, DAGMAN

· Disk and Tape Resource Management  - Storage Resource Management –  DRM, HRM

· Grid Authentication and Authorization – Grid Security Infrastructure – GSI, DOESG CA/PPDG RA/ PMA SiteAAA. We have engaged the security infrastructures of the Laboratory sites.

2.1.2 End to End Grid Applications

All experiments incorporated  some grid  technology  into their end –to-end distributed data management applications. All experiments realized the need for identifiable software to “tie it all together” and provide ongoing execution environments to deliver, integrate and test the components and services  they acquire and to decouple this from   the experiment milestones as far as possible from middleware delivery schedules. These  experiment specific and developed software products have emerged as a key ingredient to meeting the PPDG goals. They provide the focus for the  running systems during the lifecycle of prototyping, development,  deployment, hardening , and  through  to stable  production use  and many year operation. They include the complementary programs and interfaces to administer, monitor, access and manage the systems.  The lifecycle of each experiment in general dictates the maturity and completeness of each product:

Development of these frameworks is regarded as a joint effort between the PPDG experiment teams and the main body of the experiment data management and access projects. Ongoing support for the frameworks and infrastructure is clearly within the experiments domain.

2.1.3 Demonstration and Presentation

SC2001 provided a focus for the successful demonstration of Grid technology in action for the benefit of our scientific users. Showcasing working applications at the ANL, LBNL, Caltech, SLAC and Fermilab booths generated discussion and attention. These efforts have helped persuade the larger experiment collaborations of the reality of Grid technologies, and resulted in increased attention and commitment to their use as part of the core experiment data processing and analysis systems. These efforts also strengthened the collaboration with the other physics grid projects and profile of PPDG as a project that delivers worth to the community.

2.1.4 Organization

The organization of the project into  “Project Activities” , “Project Efforts”, deployment  of “end-to-end applications” and integrated systems,   “Cross-Cut” and “Common Services” has given us  a structure and flexibility to achieve our deliverables and organize our business. While the funding agency may regret the lack of detailed   milestones and deliverables for our project, we have been more easily  able to when necessary  address missing needs, e.g. CA/RA, and adjust the profile  of the project in response to identified goals, e.g. CS-11. 

The term “Cross-Cut” is used in PPDG to organize activities and projects that involve or affect most if not all of the collaborating teams. Common Services are specific “Cross-Cuts” for loosely defined  Services where general concepts, requirements and interfaces in an end-to-end application Grid system architecture are appropriate. Identifying these functional areas enables us  to more easily identify and work on specific areas where common, reused and shared software can be encouraged; to understand the distribution of effort across the project scope; and  to define our Focus Workshops.

2.1.5 Annual Documentation  of Experiment Needs

The PPDG Proposal includes an annual documentation deliverable, to whit: “This activity will be repeated annually to understand how the needs have evolved, and how the deliverables and activities already complete and underway might be adapted to other experiments, made more general, or submitted as a common component. This work area will also be used to identify new needs that will arise as a result of the ongoing work.  Reports will be written documenting and synthesizing the information”. 

This has been done through internal reviews of each of the seven identified Project Activities (collaborations between an experiment and one or more computer science groups) during the month of May 2002. The answers to a set of review questions and the comments of the reviewers (1 CS and 1 Experiment person for each review) are posted on the PPDG web pages.The review documentation and phone meetings have proven to be very constructive activities and have demonstrated in a very real sense collaborative technical interchange, project wide understanding of the experiment requirements and constraints, and a commitment to answering difficult questions. We  plan similar reviews of  the cross cut areas in about six months.

2.2 Challenges

2.2.1 Integration and Deployment Collaborations

Integration, Deployment and Operation.
As noted above,  adaptors between experiment specific application code and grid middleware and HENP infrastructure services are an essential component to allow the successful construction, testing and deployment of end-to-end grid applications and systems for test. They are essential to protect the application developers and supporters from the emerging components which may be non-functional,  incomplete, unstable, and non-performant. Grid technology is in its youth and service interfaces and functionality are of necessity changing incompatibly. We recognize the worth of these Software Adaptors (it’s a pity we already grabbed the word glue), their place in the architecture, and endorse PPDG effort in their construction and maintenance.
The unique challenges of Integration and Deployment need the close involvement of all parties involved. For such activities the turnaround time to identify, assign and solve problems directly impacts progress and achievable success. A major benefit of the set of collaborators on PPDG is that we represent those responsible for all layers in the end-to-end applications and production systems. It is essential that we act as collaborators, rather than clients and service providers, when integrating and deploying our systems.

2.2.2  Support

Support for the Common Middleware and HENP Grid Infrastructure  Services is a key issue as Experiments come to rely on the software.

None of the US Physics Grid projects include responsibilities for support of the common software and/or applications developed or deployed. For PPDG the proposal explicitly states that the support for applications and software developed will be transitioned into the experiments application groups and the core middleware provider projects. However, as always, the load of ongoing support in parallel with significant resources needed for development, and the order of magnitude of resources needed for integration, deployment of test and production systems mean that quality and responsive support is not possible. As the core common technologies are being adopted  - even by the European collaborators and LHC Computing Grid project, PPDG shares the significant concern that either support is not possible with the current funding profile, or that providing quality support will completely prevent further work or development. 


2.2.3 Early Adoption

Much of the Grid Middleware has not previously been used in HENP type application environments. Alpha releases are just that, HENP applications find feature lacks and bugs; beta and production releases take significant time to complete.

Experiments data management team attention to  “Grids” was in general embryonic and uneducated. This has  resulted in education through quick  immersion (painful to experience and painful to watch), and  once the bandwagon is jumped upon, the usual HENP “cat syndrome” of many discordant voices that need herding.

The early adoptor nature of PPDG results in significant effort expended getting the essential core and simple services working reliably and to meet the needs of the applications. The promise and benefit from using Grids lies also in the opportunity for more sophisticated automation and scenarios to achieve computational productivity and efficiency. As we deploy applications that deliver worth to the experiments, we more clearly see the potential for  and path towards this promise. We need to contribute requirements and experiences  to the difficult challenges ahead to reach  the end-goal while securing  the foundations which will make them a success.    

Experiments that are taking data have very little opportunity to shield even separately funded effort from the operational, support and software development needs of the in place data analysis and handling systems.  These experiments also find it very hard to introduce even small items of new technology that do not have an established record of  production use and robust operation in the HENP environment.

2.2.4 Coherency and Diversity

PPDG decides the level of diversity that can be accommodated within the project’s scope and effort profile. The goal of  PPDG to foster and achieve common and reused software is subservient to the goal to deploy working solutions to Experiment distributed data management and analysis needs in a timely fashion. This is what differentiates PPDG from other peer projects, and gives the project its unique worth. Clearly chaos is not a solution for anybody; so the Executive Team and Steering Committee take the responsibility to frankly discuss  the  merits and risks of diversity and recommend  a direction in each case. To date the cases  discussed  in small groups, steering meetings and/of the recent reviews are (for discussion and review:)

· Project Effort to document interfaces in UML – insufficient effort and manpower available.

· Parallel Web Service developments of JLAB-SRB  experiment specific solutions and OGSA – JLAB prototyping and early deployment efforts  are of benefit  in determining the appropriateness of interfaces and discovering unanticipated requirements and technical challenges. We recommend programmatic attention within PPDG to ensuring that the necessary parties – JLAB-SRB  and GLOBUS, JLAB-SRB and SRM – have good ongoing communication and expend appropriate effort to try to increase eventual commonality.

· Multiple middleware technology solutions for Reliable File Transfer and  Replica Services. Much of the interfacing work between the development groups appropriately  happens outside of and beyond PPDG. PPDG endorses these and  pays attention to those small areas within the scope of its deliverables and efforts.

· Analysis Environments over the Grid. Based on progress in PPDG thus far we have started to think seriously about analysis environments in a Grid system. We need to understand the potential for Computer Science group contributions, and coherence  of efforts  across the experiments. 

Success of PPDG is predicated on openness in developments and designs of technology across the teams. We must balance the short lifetime of PPDG with the much longer existence, coherence and funding needs of the individual teams collaborating on it. The Project PIs, Executive Team and Steering Committee have the responsibility to lead the way in ensuring that these issues are honestly presented, discussed and if necessary difficult decisions made. 

Our strategy of leveraging and collaboration  wherever and from where ever possible,  gives a challenge to the  publication  and acknowledgment  of the contributions of  PPDG and benefits from the sponsoring SciDAC program in talks and papers.  How can we help ourselves in this area?

The spotty commitment to assign PPDG document numbers and post  publications and presentations from the PPDG web page has resulted in a sparse set of information available from the project web pages.  Only attention from the Team Leads can solve this. 

2.2.5 Project Issues

There have been several specific examples of our successful ability to reach consensus on  issues that, while not giving equal benefit to each collaborator, provided for the benefit of the project as a whole:

· The SiteAA proposal which has added funds to address the Site Security infrastructure interface to the Grid authentication and authorization services.

· A one time transfer of funds to the Globus Team at ISI to collaborate and support in areas of MDS , Replica Services (and possibly CAS implementation) has been authorized. We plan to work with this team by asking them to submit Quarterly report and attend Collaboration and other meetings as requested to give input and status of their collaboration with us.

· An initial round of discussion and consensus in the steering committee has enabled the allocation of additional funds for coordination: documentation, dissemination and education. These funds are for Year 2 only and they have not yet been drawn upon. 

· Ongoing attention between  the Team Leads and Executive Team  to the value of individual contributions has resulted in the agreed upon reassignment of one PPDG funded person.  

2.2.6 Organization and Bureaucracy

The organization of PPDG as Teams completely aligned with the experiment and computer science groups main organizational structures, and our attempts to collaborate and interwork with the European Data Grid project, DatatTag, our proactive roles in the High Energy Physics Intergrid Coordination and Joint Technical Boards have all led to less ability to identify “PPDG as a Project” with well defined scope and contributions. We should continue to be vigilant to ensure clear deliverables that  our funding sponsors can identify and assign to the existence and worth of PPDG.  

It is clear that PPDG is benefiting from a significant level of unfunded effort and contributions. One estimate indicates that this has at least doubled the available resources.

Each team on PPDG is part of larger and wider collaborations such that the boundaries between the projects and the work done is difficult to maintain. The team leads do not effort report – however much they committed to this in the proposal. It is particularly difficult for the coordinators to actually know whether and what effort is being contributed to the project. Only agreed upon good results and outcomes can be the real metric. Each Team Lead accepts the responsibility to  align the goals of PPDG to the goals and roadmaps of the individual groups. The project must  accept that there cannot be complete success. 

3 PPDG Year 2

This section of the document addresses the PPDG program for Year 2 and  starts to look beyond. It cannot be overemphasized that the amount of work required to actually integrate  and successfully deploy  and operate working application grids dominates the funded effort from both the experiments and the computer science groups. PPDG is very fortunate to be able to leverage and benefit from many contributions from the developments of the  collaborations and projects as a whole.

3.1 Services 

Specific project deliverables for Year 2 are described in the proposal. 

File Transfer, Replication and  Data Management remain as important components of  work, in particular continued integration and deployment in the applications. 

Scheduling and management of physics data processing and analysis applications using Grids gets major attention and focus. This brings with it the need to address the details of: 

· Specifying the work – the sum of the computational and data needs;  the sub-jobs  and dependencies; the sources for and destinations of the information needed to do the work; interfaces to the end users and applications for this specification.

· Requesting the work – communicating requests;  prediction and estimation of work;  queuing, storing  and distributing of requests; 

· Executing  the work – scheduling of the jobs; tracking of the jobs; fault detection and response; completing the requests; performance monitoring and tuning; prioritization and preemption, redirection and resource policies.

· Presenting and benefiting from  the work –  grid enabled environments – where the user has access to all grid services in a seamless , uniform and unimpeded way; interfaces to deliver results to  the end users and applications; 

· Authorization  - how application resource requests coming from the grid get mapped to the allocation and use of local facility resources, how the actual use is reported back to the authorizing entity.

This focus  feeds  the goals of delivering  systems that deliver worth to the end user  using Grid technologies, and enhancing and extending these to the benefit of a broader range of clients. (other SciDAC Collaboratory Pilots and Experiments not in the US or on PPDG as main  examples).

We also plan work in the following areas.

3.2 Production Data Grids

A year ago this heading would have described  an inconceivable goal. Production  Data Grids at the scale required by the PPDG experiments are in their infancy. The end to end applications developed and tested by the experiments over the past year have, once again, demonstrated the magnitude of the  undertaking and shear hard work, that is going to be needed to bring to fruition the vision of  managed and robust globally distributed data distribution and analysis to increase the scale of scientific insight for our end physicist users. As anticipated  in the proposal, more than 100% of the PPDG effort could  usefully be engaged in integration and deployment – and we could easily justify the effort thus expended.

Nevertheless for Year 2 production data grids are anticipated for most of the experiments. These are only achievable through the continuous  engagement and involvement of the main experiment data handling groups, and the organization of Experiment TestGrids of various kinds:


ATLAS Testbed - http://www.usatlas.bnl.gov/computing/grid/

BaBar Grid - http://www.slac.stanford.edu/BFROOT/www/Computing/Offline/BaBarGrid/

CMS TestGrid – http://grid.fnal.gov/test_beds/software.htm

D0 Distributed Data Access - http://d0db.fnal.gov/sam/

JLAB –  http://www.jlab.org/hpc/datagrid/

STAR –

3.2.1 Integration and Deployment  

A  multi-site grid where applications execute successfully  across the distributed set of hardware and software resources is an achievement in its own right. Each site  has specific local hardware and software infrastructures, policies and implementations. Larger  Site Facilities have implemented full service  data center models and  support organizations from which the experiments have negotiated  and expect development and operation  services. An Application Grid requires a multi-layer set of software whose ultimate goal is  to appear seamless to the user and  to deliver beneficial computation to the scientific project. 

Achieving this requires work and cooperation not only between the software, but between all groups delivering the hardware and software services. When new technologies are deployed there are technical errors, deficiencies, misunderstandings, and disagreements at all levels of detail. The result of any one of these is a non-working  or incorrectly working system and application. Each problem occurrence must be precisely identified, tracked down and fixed. This requires equal acceptance of responsibility for finding and fixing the problem by all parties contributing to the end-to-end system. Rapid turnaround of information, troubleshooting and  the availability of fixes is essential in order to ensure that progress not become turgid or non-existent, with an accompanying decrease in morale and commitment of  the people doing the work. The very distributed nature of the problem makes this a challenge all its own  and proactive actions must be taken to have any progress towards solutions  occur. 

The introduction of a new version of any component or resource at any time will result in (unanticipated in addition to  planned) new incompatibilities and problems which stimulate a whole new round of integration and troubleshooting activities. 

The  PPDG Executive Team  recognizes these issues and takes as one of its responsibilities  identifying the necessary people and helping get the necessary attention and priority to support of  Application Grid System Integration.  

PPDG as a project needs resources beyond those funded through the program to achieve these integrations. We are fortunate in the contributions and commitments from the experiments, other grid projects and participating computer science groups and, albeit painfully, been able to achieve the integration work  planned to date. 

3.2.2 System  Operation  

A multi-site grid continuously running  either similar or a diverse mix of applications that efficiently deliver worth to the end user  have significant  System Deployment  and Operational needs. The system must be robust against any and every possible error or fault  – at least to the extent of correctly reporting the problem and appropriately and gracefully degrading or terminating the operation of the  application, portion of or complete system. Problems encountered by  end-to-end applications running  over a grid, once  integrated and Ready for Use, include: disks becoming full; tapes becoming unreadable; networks glitching for milliseconds or becoming turgid; applications encountering execution  errors; the use of dynamic memory accreting systematically over time; error messages that are incomprehensible or wrong; unannounced modifications being made to resources or any one of numerous components; etc. 

The issue of operation and support of the integrated deployed Grids is an untackled and unanswered problem that is beyond the current scope of PPDG. The project can contribute by  bringing the attention of all parties to the practical and political issues and offering help to identify and define workable solutions.   

3.2.3 Qualities for Production 

Looking towards the qualities needed for production deployment and operation of grid applications leads to requirements for a number of additional services across the hardware, software and usability spectrum.  Some, by no means all, are listed below:

· Hardware Resource installation and configuration

· Software Resource and Application installation and configuration  

· Robustness features

· Operations

· Fault Diagnosis and Response

· System Repair

· Performance Analysis 

· Integrated  Performance Tuning

· Experiment Policy Driven Resource Management

While we would like to allocate  PPDG focus areas  on these issues in order to fulfill our mission of production grids, it is clear that we can only scratch the surface of the needs with our available manpower, and  even with all the available leveraging. Each one of these items  has, or needs, an active area of  investigation and activity and the assignment of significant efforts  to successfully  address them.  

3.2.4 The Virtual Data Toolkit and Glue

PPDG subscribes to the Virtual Data Toolkit (VDT) as the mechanism, layered on top of the NMI toolkit (the NSF NMI Project has as a mission to package, distribute and support the core middleware services developed for Grids), to deliver  packaged, tested components developed or adopted as part of the US Physics  Grid Project work. VDT is the vehicle for dissemination of code from  the GriPhyN research efforts and the vehicle for distribution of the US  common work with the Europeans. The VDT is supported through work  to make it easy to install, default configurations that are easily tailored to site specific needs, included validation and example programs, documentation and common procedural support mechanisms.  The PPDG goal is to leverage to the extent possible the support services from NMI and VDT. PPDG contributes to the Grid Laboratory Uniform Environment (GLUE) effort to provide interoperable components and layers for the  grid projects delivering middleware to the deployment of applications across interconnecting and intercontinental grids. This effort is severely understaffed at present and attention will need to be paid to avoid it floundering and failing. 

3.3 Physics Analysis over Grids

To date the applications running over our prototype and nascent grids are managed production and simulation jobs, with well described   usage patterns for all of  computation, storage and I/O. Physics analysis is traditionally described as a chaotic process, with a high degree of local spiking in demand, and a significant noise component that makes the analytic description of functional and performance  requirements difficult. (There is not general agreement here, but writing a paper on physics analysis usage models and patterns have to date been  unsatisfactory). 

Those experiments with extreme volumes of data – all the PPDG experiments within the next few years – must however grapple with control and management of the collaborations analysis activities to avoid jams in processing that prevent the ability to reach the final physics results and insights.   Analysis models are significantly affected by experiment local sociology and policy. Analysis applications cover the spectrum from large computational needs (many minutes per event) and data set sizes (100 TB) which can take months to complete, to high required  I/O /CPU second  (?) and quick data set scans that complete in tenths of a second on a local computer node of moderate size.

The opportunities and challenges the analysis task includes:

· Intelligent selection and delivery mechanisms  - e.g. querying of tag databases; support for object data selection and collection.

· Virtual data concepts  - on the fly materialization of the data, trade-off between computation, storage and transport resources.

· Partial Results  - e.g. summaries, histograms, key computations.

· Data visualization, exploration  and presentation tools.

These are all active areas of research in projects collaborating with PPDG experiments or cs groups, or involving  individual PPDG participants.

While Physics Analysis includes dynamic and real time interaction of  the user with the application, the whole analysis chain involved the spectrum of application needs from:

· Resource scavenging and opportunistic  job execution, 

· Predictable, schedulable  computations,

· Preemptive immediate demands, 

· Continuous dialog between the user, or application agents, and the executing program. 

All the areas in which these requirements impact the design and functionality of the grid middleware and system  services are not yet specified, but clearly include extended function and performance in areas  such as preemption, prediction, optimal traversal, etc.

PPDG experiment plans call for  increased   attention to this area during Year 2 and 3 of the project. Given the lifecycle stages of the collaborating experiments, clearly there will still be significant new challenges in this area at the end of this phase of the project. Analysis requirements cover:  

· Simulation for detector design and construction; 

· Development, commissioning and testing of the data collection and processing systems just before and sometime after the start of data taking;

·  Initial processing and re-processing of the (partial) set of data acquired to date during the first  year or two of data taking; 

· Analysis through serial traversal of a complete dataset; 

· Analysis of a specific collection of events  defined by complex selection criteria; 

· Dynamic comparison of results and summaries from analysis of data collected under different running conditions (time, trigger, luminosity, calibration sets)

· Repeated simulations in support of analysis and discovery 

· Reprocessing of the completed  dataset several years after collection 

· Specialized algorithms to explore the scientific parameter space for new phenomena

3.4 Site Facilities and the Grid

During the course of Year 1 we came to the first realization of missing components of the US Physics Grid projects needed to deliver the goal of Production Experiment Application Grids. The first of these, a trusted certificate authority, processes and policies for the request and issuance of certificates, was given an initial solution through close working with the DOE Science Grid. This merely led to the realization of further lacks. The next to be addressed is the extension to the PPDG project – the Site Authentication, and Authorization project. This project has had the extremely beneficial result in engaging  the Laboratory Security teams  in this new Grid environment early and energetically.

The past years experience has exposed the  need to start  including site  facility teams  in the developments and deployment of experiment grids to use the production resources supplied by regional centers and larger university sites. We need buy in from the Facilities infrastructure to define and implement  the needed   interfaces, roles  and interactions with the Grid world.  PPDG is the US Physics Grid Project that has direct funding to the DOE Laboratories, which provide core centralized infrastructures which currently and for the foreseeable future  provide a significant percentage of  our participating experiments computational resources and for the US HENP field as a whole.  In addition to the Authentication and Authorization issues covered above:  Fabric Monitoring;  Software Installation and Configuration;  error reporting and diagnosis; management and encapsulation of established, but different, site installations and services;  operational services such as helpdesk, paging and operator problem reporting  must all  continue to be available to support the experiments production operations.  

During PPDG Year 2 we will involve the Facilities groups at the Laboratories and the University sites in identifying and  understanding – but most likely  without the resources to correctly solve -  the detailed technical and operational development and support needed for the experiments to use production grids “in anger” and as a critical component of the overall data handling and analysis systems. 

Activities in this area will include:

· Grid Scheduling interfaces with the Local Batch and Support Systems.

· Grid operations

· Analysis of roles and responsibilities for error diagnosis, problem reporting and diagnosis.

3.5 Presentation and Demonstration 

PPDG will once again contribute SC2002 exhibits and demonstrations. The Executive Team will pay attention to the representation of the project and work with the diverse groups to achieve some appropriate coherency in presentation that is satisfactory to all.

PPDG regularly presents to the EDG workshops, and is now invited to  attend and participate in GriPhyN and iVDGL collaboration, applications and research meetings. 

Representatives of PPDG attend and present at peer SciDAC Collaboratory Pilot and Middleware workshops, as well as computer science and physics conferences.

The Education and Outreach activities of PPDG will consider constructing demonstration grid applications to present and showcase both experiments and computer science concepts and worth,

3.6 Collaboration

3.6.1 SciDAC Middleware Projects

One can legitimately accuse PPDG of too much inter-project collaboration. Our experiment application focus means that we pay significant homage to collaboration with the other 2 US agency funded Physics Grid Projects – GriPhyN and iVDGL. In fact, we seemed to ‘slide’ into the jointness of iVDGL. We lived up to the promise in the proposal by in practice leveraging and benefiting from the identified SciDAC projects below:

· A High Performance Data Grid Toolkit: Enabling Technology for Wide Area Data-Intensive Applications”- GridFTP, MDS,  Replica Management (V1 – which after evaluation is being redesigned and implemented) – CS-5 and CS-6

· “Storage Resource Management for Data Intensive Applications” - SRM

· “Security and Policy for Group Collaboration” – CAS – CS-9

· “Scientific Data Management Enabling Technology Center” – CS-11,

· “DOE Science Grid Collaboratory Pilot” – CA/RA – CS-9

3.6.2 Physics Grid Projects 

As datagrids become a reality for experiment data processing and analysis, integration, deployment and support across the Atlantic (and then across the Pacific and with South America etc) increases in importance. All the Experiment teams on PPDG have institutional collaborators in Europe. This was evidenced by the support letters accompanying the original PPDG proposal to DOE.  The transatlantic (from the US) institutions are  served by the European Data Grid and associated projects. The LHC Computing Grid project (LCG), established to provide deployment and support for production computational (data) Grids for the LHC experiments, has strong coupling to the US Atlas and CMS experiment software and computing organizations. Clearly the software components  and integrated grid systems deployed,  that the core goals of PPDG, must for the end physicist user be seamlessly integrated  with and interfaced to the European portions of the experiments system. 

PPDG thus takes as a charge to proactively work with the European Data Grid, the LCG, and other Grid middleware and application layer development projects, towards interoperable or preferably common solutions for each end client. We will include a specific section in each quarterly report for  this work, and report and discuss with our sponsors progress, plans and issues.

3.6.3 Collaboration with other Application Domains

The diversity in functional and performance requirements among the SciDAC collaboratories makes finding specific areas for collaboration more difficult. Cross-fertilization of ideas started at the SciDAC PI meeting in January, the 2 phone/access grid meetings, and at GGF and other conferences. Given the realities of universal underestimating the effort required to achieve most goals, specific collaboration has to date been the result of shared personnel between the projects. In order to understand the potential for cross-application domain collaboration or sharing – other than through basic middleware components – will require focused attention and determination to succeed on both sides. We have not yet identified a partner, nor stepped up to the plate to make this happen.

3.7 Investigation of Commercial Technologies.

The Globus Team has made a major commitment to work with IBM on the development of the next generation of Globus software. This includes the definition of  OGSA interface specifications which will be brought to the GGF for standardization. Since this common middleware technology will only be available towards the 3rd year of PPDG it is unknown how the project can or should approach or accommodate the necessary disruption in going from tested code to new implementations. 

3.8 Education and Outreach. 

This has been occurring in an as needed fashion. The collaboration with GriPhyN and iVDGL gives us an opportunity to engage in a more full program and help address the expectations of the funding agencies in this area.

The funding agency needs testimonials as to the worth of the activities they are funding. It would be really good to get letters or sound-bites of appreciation and support to include in an annual Quarterly Report, say in fall 2002,  to parallel the letters of support we initially received for the proposal for example.

3.9 Organization

The  organization put in place through the proposal  has worked effectively for the operation of the project. Our awareness of the many other meetings and workshops to which  all individuals on PPDG have commitments has resulted in our having fewer formal meeting venues than we might otherwise have. Our strategy of openness and simplicity in email lists, archives, web pages,  is working well for us. 

In order to work towards the goals of encouraging and more focus on reusing and establishing common components, in Year 2 of the project we will pay more attention to organizing regular series of meetings and web pages  on each of the Common Service areas. These meetings will typically involve a small number of people, be short updates, and sometimes be cancelled. Their main goal is to ensure the coordinators pay attention across the breadth of the project and keep themselves up to date on issues and results.

3.10 Project Efforts

Many of the single team activities in the first year have evidenced themselves as key components of the roadmap as we move forward. As hoped, in the second year of the project we are dropping the category. A quick summary of “what transpired”:

· MAGDA –> Integration Adaptor for ATLAS production grid

· BaBar – Intra-site data replication –> CS-6 ; SRB and WP2 collaboration

· CMS/Caltech – Remote data analysis prototype -> CS-11

· SAM Test Harness 

· CMS/Caltech  - TQS –> project dropped.

· CMS/Caltech – optimized database querying for Tier 2 -> CS-11, GriPhyN

· LBNL HRM -> Production grid with STAR -> CS-4

4 Year 2 Project  Activities

4.1 CS-1 & 2 Job Management and Scheduling

Most of the collaborating teams plan deliverables in this area in Year 2.  PPDG as a whole has a goal of delivering coherent services for managing job dependencies and co-allocation of data and computation using extensions to the Condor Project DAGMAN and Condor-G, Globus GRAM, Job Management and MDS  software.  

	Experiment
	

	ATLAS
	ATLAS will move their simulation production in the US to a grid enabled environment. They plan to work with the Condor Project to understand the most efficient way to migrate from the existing system. Additionally: Develop job specification language and tools to specify job conditions, requirements, control parameters, and dataset access and   handling; record them; and transpose them into actual job scripts,   configuration files, etc

	BaBar
	European Collaborators are deploying the EDG testbed software and interfacing it to the Batch Fabric at SLAC. This will give us requirements on the Site Fabric-Grid interfaces.  The BaBar Collaborators are experimenting with the use of DOE Science Certificates as these are the certificates accepted by the site. During PPDG Year 2, BaBar PPDG collaborators will increase their involvement with the European sites.

	CMS
	CMS are extending their production simulation grid by deploying a MOP master at the Tier 1 center, including more compute power at Fermilab and integrating the back end storage systems with the simulation production. Deploy and integrate a grid execution service on the USCMS grid testbed with a  high  degree of automatic error recovery and tolerance to faults.

	D0
	D0 will extend the SAM system to allow job submission through Condor-G to remote institutions and include intelligent scheduling based on matchmaking of available resources. 

	JLAB
	In support of experiments, JLAB will  support job submission through Condor-G to the existing site batch systems, which run an enhanced version of LSF. Job Submissions will be supported to one or more university sites. 

	STAR
	STAR plans to investigate  interfacing of their existing site facilities  to allow distributed production using  Condor-G.

	CondorProject
	Condor will harden and extend Condor-G, existing condor daemons, and extend and deploy DAGMAN in support of the experiment applications.

	GLOBUS
	Globus will support and extend the components used for job scheduling and management: GRAM, Job Manager, MDS.

	SRB
	SRB will support interactions with the emerging data placement scheduling systems.

	SRM
	SRMs will focus on providing the management and scheduling of space allocation and reuse.  By standardizing on the interfaces of SRMs, it is the goal to provide a uniform interaction to and between diverse storage systems including multiple types of mass storage systems (HPSS, Enstore, JasMINE, Castor).  Job schedulers could then interact with SRMs to pre-allocate and schedule space requirements, or to use them for opportunistic scheduling.

	Collaboration with EDG
	The PPDG Steering committee has endorsed adoption of the EDG WP1 Resource broker technology as a starting point for job brokering in PPDG. PPDG is working very closely with WP1 through the Condor Project to see if we can move to a common interface and service infrastructure for EDG Testbed 2 and PPDG Year 2. This project has milestones towards the end of 2002, at which point a taking stock of the coherence and divergence between the two efforts will be proposed.

	Other activities
	Several experiments are exploring Web Portals for job submission and management. These are experiment grid infrastructure efforts and there is no available effort in PPDG to encourage or facilitate coherence.  


4.2 CS-3 Monitoring and Information Systems

This is a broad category that covers work in several  distinct areas:

· a joint monitoring group with GriPhyN, iVDGL and through iVDGL to DataTAG and EDG;  

· the deployment of existing monitoring infrastructures in experiment end to end applications and grids;

· discovery of resources and their state for use in policy and prediction for job execution and data movement scheduling.

· end-to-end network performance and bandwidth monitoring, trending and prediction; 

· the development of experiment specific monitoring systems. 

 The Joint Monitoring Group scope is “Grid level monitoring”. A new mail list PPDG-MUG@ppdg.net was established to facilitate exchange of information and ideas about monitoring below and above the scope of the existing group. To date this has not seen activity – but we expect that with Year 2 and beyond as experiment grids are realised, the interest in this will increase.

	Experiment
	

	CondorProject
	As a  non-PPDG effort, Condor has packaged and configured a lightweight  version of Condor as Hawkeye –   a framework for end to end service monitoring. This is currently being tested on the CMS TestGrid and is proposed for test at ATLAS. Further work is planned…

	GLOBUS
	Globus has been participating as the core developers of the GLUE Schema – information discovery schema to be used both by EDG and VDT in support of interoperability. The schema and associated  information providers are being implemented in MDS V2.2 which will be available in June 2002. Future work will be to support and help the deployment of MDS services, schema, information providers and information browsers in all the experiment grid environments. There are not major developments planned on MDS that would impact the experiments in PPDG Year 2.

	SRB
	The SRB supports hierarchical collections for the organization of digital entities registered into a logical name space.  The system supports schema extension and user-defined attribute values.  An information repository abstraction is used to automate manipulation of databases, making it possible to support bulk metadata ingestion and metadata export as XML files.  The system supports template-based extraction of metadata attributes from defined data models, including the VDL language.  Also of interest is the interfacing of the SRB error messages into a monitoring system.  The SRB environment reports all error messages generated by any of the systems involved in the delivery of data.

	SRM
	SRMs are the components responsible for monitoring and managing grid space.  They could be interrogated on the availability of storage resources, on the usage level of the resources, and be relied on to advertise to the MDS storage resource availability and service estimation.

	DMF
	PPDG collaborates with the Distributed Monitoring Framework project. This project is contributing significantly to the Glue Schema work, and with the requirements of storage system with the SRM group at LBNL.

	ATLAS
	ATLAS  are using MDS on their testbed deployments. They have Fabric monitoring systems in place at BNL Tier 1 facility. 

	BaBar
	Results of the collaboration with the Internet end to end performance monitoring (IEPM) and  bandwidth estimation scidac project will be interfaced to the data distribution system.

	CMS
	CMS are using and comparing the features of several monitoring infrastructures on their testgrid: MDS, Hawkeye,  and the CMS Jini implementation. They are benefiting from non-PPDG funded CMS manpower in the development and deployment of a distributed, multi-agent framework which is expected to scale well to a full production environment. 

	D0
	D0 is evaluating MDS as an information and monitoring framework. They are additionally looking to extend the current SAM framework to provide Grid level monitoring.

	JLAB
	Monitoring the state / health / load of the integrated system (silo, disk, compute, network) with interactive web interfaces

	STAR
	Will coordinate this with ATLAS and the site facilities personnel since the two STAR sites are shared with ATLAS.

	Other activities
	PPDG is part of a Joint Monitoring Group with GriPhyN and iVDGL. The iVDGL operations work team and iGOC are expected to contribute and benefit from this group. To date the group has specified requirements for monitoring information and spearheaded the Glue Schema work.  


4.3 CS-4 Storage Management

In PPDG to date Storage Management has concentrated on interfaces to disk and tape through proprietary experiment interfaces or through implementations of the SRM standard in collaboration with the SRM SciDAC project. 

	Experiment
	

	ATLAS
	ATLAS propose to use the implementation of HRM V1.0 to access HPSS at BNL. Other storage management interfaces are experiment specific.

	BaBar
	

	CMS
	Interface to local storage and grid based storage through SRM/HRM to Enstore, Castor.

	D0
	D0s interface to Enstore is being extended to include the Fermi/Desy DCACHE system and then to the SRM interface supplied as part of the software.

	JLAB
	JLAB implements the SRM V1.0 to JASMINE. They will update this to SRM V2.0. In the web services area coordination between SRB, SRM and JLAB is needed to understand whether SRM V2.0 meets the needs and how it should be implemented. 

	STAR
	STAR uses HRM versions to access storage at LBNL and BNL. This will be put into production use and is expected to be stable during PPDG Year 2.

	CondorProject
	Condor plans to interface NEST to the CMS test grid as a prototype demonstration of its utility in the PPDG experiment application environment. 

	GLOBUS
	Globus is exploring the interface between GridFTP, RFT and SRM during PPDG Year 2

	SRB
	The SRB provides a storage repository abstraction that supports Unix file system semantics on archives, file systems, and blobs in databases.  A driver is being developed to support access to storage systems through the GridFTP API.  This will make it possible to include data that is served through a GridFTP server into a SRB collection.

	SRM
	SRM will complete the V2.0 specification and provide reference implementations using Corba and soap as the client-server communications protocols. .  Version V2.0 includes concepts of storage that is used a reusable, permanent, and temporary basis.  It also provides various statistics on the availability of resources and the status of a request for getting files into its space from remote locations.

	Other activities
	  


4.4 CS-5 Reliable File Transfer

Reliable File Transfer is a name of a delivered utility from Globus  - RFT – and also from LBNL. Globus-RFT is partially sponsored through PPDG and will be evaluated and integrated into the experiment Grids. We will explore coherence between the 2 implementations.

	Experiment
	

	CondorProject
	NEST will be interfaced to the Globus RFT and SRM. It is already intergrated with SRB. 

	GLOBUS
	Globus will complete the development and deployment of RFT.

	SRB
	SRB will interface to RFT.

	SRM
	SRM will provide an HRM/DRM implementation that interfaces to RFT.

	ATLAS
	ATLAS are evaluating RFT and if it meets their needs will integrate it with MAGDA and push for its use by the replica services from EDG.

	BaBar
	BaBar uses bbcp for relialble file transfer. 

	CMS
	CMS will make use of reliable file transfer services from Globus and the EDG. If extensions are needed they will be developed.

	D0
	D0 will continue to support multiple file transfer mechanisms including GridFTP.

	JLAB
	JLAB will continue to support multiple file transfer protocols  including a reliable file transfer web service which is a client of the SRM web service.

	STAR
	Integrate RFT into data replication and movement services.

	Other activities
	  


4.5 CS-6 Robust File Replication

D0-SAM provides replication services for the Run 2 experiments. Other experiments are either implementing their own services (JLAB, STAR), are using GDMP (CMS) and/or looking forward to the new services from EDG and Globus. During PPDG Year 2 a major emphasis in this area will be to provide input and testing for moving from the alpha releases of RLS and new versions of file replication; understanding the needs in practice of the experiment production analysis and processing systems and feeding in these needs to new rounds of computer science services design and implementation. In collaboration with the EDG and GriPhyN,  intelligence and estimation will be added to the file replication services to support efficiency and fault tolerance in data replication areas. 

	Experiment
	

	ATLAS
	Interface the ATLAS Athena framework to the available data grid file catalog prototype(s) and replication services such that Athena jobs can retrieve and use datasets from the grid.

	BaBar
	To build a grid technology to federate distributed and different data catalogs through a grid service with a common interface and to integrate the federated meta-data catalogs with the distributed batch system

	CMS
	Integrate new replication services from Globus and EDG.

	D0
	SAM supports file replication and data placement services. These will remain essentially as is until development and deployment of grid job scheduling is complete. 

	JLAB
	JLab will evolve it's reliable file transfer web service into a  reliable replication web service (client of SRM and the JLab ReplicaCatalog web services)

	STAR
	Integrate GDMP as a publish/subscribe mechanism for data file replication.

	CondorProject
	Extenstions to NEST, Kangaroo etc to support robust file movement to and from job execution sites.

	GLOBUS
	Completion of RLS and replica management services. Support for integration and use of the software in alpha, beta and production by the experiment applications.

	SRB
	The SRB supports file replication within SRB managed collections.   Both the Globus replica catalog and SRB collection federation will be explored as mechanisms to replicate data between virtual organizations.  The replica catalog approach assumes interchangeable certificates between the virtual organizations.  SRB collection federation can control replication between virtual organizations at the virtual organization level, in addition to the individual user level.

	SRM
	HRMs are used to support file replication between HPSS systems.  It is the goal in year 2 to support replication between dissimilar mass storage systems and well as disk systems by implementing the same interfaces on top of these systems.  HRMs provide robustness by monitoring the transfer to/from HPSS and recovering in case of transient errors.

	Other activities
	  


4.6 CS-7 Documentation and Dissemination

A concerted effort will be made to keep the PPDG Web site, posted documentation and presentations up to date. The executive team will work with the collaboration to make this effective and worthwhile. We will continue the practice of News Briefings, add “Sponsor Briefings’ as less newsworthy notes to be sent to the project sponsors, and collaborate with GriPhyN and iVDGL on a joint newsletter. The following short text is proposed to accompany papers and presentations funded partially through PPDG efforts: 

4.7 CS-8 Evaluation and Research

PPDG will evaluate alpha releases of new grid services. Results of these evaluations should be delivered as reports to the project and will be very valuable in helping the grid middleware developers to complete their designs and implementations appropriately for the HENP and other user communities.

	Experiment
	

	ATLAS
	ATLAS will evaluate the new RLS and replica services from Globus and EDG.

	BaBar
	Babar is contributing to the work of EDG WP2 in areas of  scalable and performant namespaces for dataset sizes needed by the experiment.

	CMS
	CMS will evaluate the CAS implementation from Globus

	D0
	D0 will evaluate new versions of DAGMAN to meet the needs of multi-stage job scheduling and management.

	JLAB
	JLAB proposes to evaluate the emerging OGSA infrastructure if a mutually  acceptable program of work can be established.

	STAR
	STAR evaluates new versions of SRM and DRM as they are available. 

	CondorProject
	Extensions of condor project components to meet anticipated needs of experiment grids.

	GLOBUS
	Completion of Globus V3.0 with OGSA based services for evaluation and testing. 

	SRB
	A grid enabled version of the SRB is being created that builds upon the Globus Toolkit v.2.  This includes support for both the new version of GridFTP and GSI authentication.

	SRM
	SRM uses and evaluates gridFTP services.  Plans call for the evaluation of RFT services as they become available.

	Other activities
	  


4.8 CS-9 Authentication and Authorization

We continue to need to do a lot of detailed work in this area, most of it unplanned in the original proposal.

	Experiment
	

	SiteAA- BNL
	

	SiteAA-Fermilab
	

	
	

	CondorProject
	

	GLOBUS
	The Community Authorization service will be supported through alpha, beta and production use as the software becomes mature and the experiments integrate the services into their data handling systems.

	SRB
	The SRB differentiates between authentication (support for GSI authentication is implemented) and authorization, by applying access control lists to each digital entity.  We will investigate use of a separate Globus authorization server.  Architecture issues include specification of access to multiple files, while maintaining ACLs on a per file basis.

	SRM
	SRM will make use of certificates for space usage provided to users through CAS.  For mass storage systems that will support GSI, HRM will use this capability for secure access to these systems.

	ATLAS
	Integration of distributed authentication services from the grid infrastructure into the authentication, access management and physical (software) security mechanisms needed to secure ATLAS data. Support for secure user identity (user, group, administrator levels).  Needed components:   Grid-wide user database and authentication services;  User management and support mechanisms which minimize the site-level support load. User level resource management and monitoring

	BaBar
	

	CMS
	Procedures and supporting software will be deployed in support of authorization services for use in the production testgrid. Globus CAS will be evaluated. 

	D0
	Sam will integrate GSI authentication into the core services. It will use integrate with new authorization services provided by the Fermilab site.

	JLAB
	JLab is exploring various authentication options with  SOAP, including passing credentials within a SOAP message.  Lessons  learned will be reported.  During year 2, it will make the transition from  lab issued certificates to DOE Science Grid certificates.

	STAR
	Star plans to explore integration of mysql with gsi security infrastructure.  Will work with the NERSC SiteAA effort to define the STAR “VO” in the “VO server” to be set up at NERSC.

	Other activities
	  


4.9 CS-10 End to End Application and Experiment Grids

As  described earlier in this document all experiments are maintaining “working” end to end applications now. 

	Experiment
	

	ATLAS
	Perform multi-site distributed simulations to generate O(100) TB Monte Carlo data samples for physics studies and Data Challenges 1 and 2. Evaluate the usability, scalability and fault tolerance of grid tools   and infrastructure in a production setting, and provide feedback to developers.

	BaBar
	Babar will maintain a production data replication service once the development project to provide interfacing between the existing meta-data catalogs and the SRB replication system is complete.

	CMS
	Deploy simulation production on the production facilities at the Tier 1 and Tier 2 centers. Include planning and job dependency services and integrate to the meta-data catalogs. Well integrate with a security and authorization infrastructures. 

	D0
	D0 maintains a working sam production system for experiment data processing, analysis and in suport of monte carlo production.

	JLAB
	JLab will expand both of its prototype grids (Hall B  and LQCD) to more than 2 sites each.  The Hall B grid will be doing primarily  simulation with some data analysis. The LQCD grid will be generating configurations (simulation), and analysis of configurations

	STAR
	Robust file transfer, storage and tracking in the HPSS mass storage system has been integrated into the production Star data handling systems.  Begin integration of job scheduling using Condor-G/DAGman for production computing activities.

	CondorProject
	Support for experiment production grids using condor-g and dagman for job scheduling and management

	GLOBUS
	Support for experiment production grids using globus services for security, job management and monitoring.

	SRB
	The SRB supports production data management systems for the BaBar experiment, including data management systems for the local environments at Stanford and Lyon.  Use of the technology to support data sharing between CERN and UCSD will be explored.  This includes use of a logical name space to support access to data within a collection, which can be distributed between the sites.

	SRM
	Support for STAR  use of SRM in experiment production systems and coordinates with JLAB and Fermi for the development of joint SRM interface to production mass storage

	Other activities
	  


4.10 CS-11 Analysis Tools

The specifics of work for analysis tools will be better defined at the workshop in June. 

	Experiment
	

	ATLAS
	Interfaces and APIs between Atlas analysis framework (athena) and Grid services.

	BaBar
	Interface data analysis tools to the distribute data catalogs and replicated data sets.

	CMS
	Toolkit layer to provide an interface between clients and various data catalogs and software components which are installed on different remote machines. The toolkit will be used to implement the various components below. It might also be appropriate for some monitoring services.  Prototype analysis environment relying on grid distributed services.

	D0
	Extensions to the ROOT interface to sam and grid services will be prototyped.

	JLAB
	

	STAR
	The use of ROOT/PROOF in conjunction with grid middleware will be evaluated.

	CondorProject
	Support for distributed job execution frameworks and visualization for experiment analysis systems.

	GLOBUS
	Evaluation of use of Virtual Data system for experiment distributed analysis systems.

	SRB
	The SRB provides eight different APIs for supporting data access and data movement.  We will upgrade the Java interface to improve access by analysis tools. 

	SRM
	DRMs are designed to support analysis requests for selected subsets of files needed for analysis.  DRMs maximize the reuse of file that are shared by multiple users, and manages its space dynamically (to avoid the need for garbage collection).  DRMs request files from other storage resources as needed by communicating with other DRMs/HRMs.

	Other activities
	  


4.11 CS-12 ?? 

We anticipate that CS-12 will become defined after the scope and deliverables of the Analysis Tools work is better understood. Work in the areas of meta-data catalogs, virtual data are clearly defined and required by the experiments data analysis systems. GriPhyN and other common HENP projects such as the LCG will be addressing many of these issues, but we can already see areas in which the understanding of  integration with grid services and extension of the services into planning, prediction and multi-stage job scheduling will become important.

	Experiment
	

	ATLAS
	Design and development of data metadata and data signature prototype.

	BaBar
	BaBar’s complete set of meta data catalogs will be analysed to see where modifications to facilitate interfacing to grid services can be effected.

	CMS
	Integration of Virtual Data System into the grid production system. 

	D0
	The d0 sam meta data catalog will be extended as needed to support analysis. 

	JLAB
	Catalogs are implemented in mysql and used for file and job tracking.

	STAR
	Legacy catalogs in mysql. Developments will include  replication of the catalogs and integration of GSI security.

	CondorProject
	

	GLOBUS
	Virtual data catalogs and other meta-data catalogs will be explored in the context of the complete set of experiment meta-data catalogs. Standard schema and APIs will be proposed and prototyped.

	SRB
	The SRB supports extensible schema, making it easy to prototype new virtual data collections.  Through use of templates, it is possible to extract metadata attributes from the virtual data language, and populate a virtual data catalog.  A prototype has been built.  The templates will be upgraded to track changes to the VDL.

	SRM
	SRMs support tracking of its available resources, estimation of service, and status of requests made to them.  These capabilities are essential for planning and coordinated job scheduling.

	Other activities
	  


4.12 Project Activities from the Proposal

	                  Project Activity


	Experiments
	Yr1
	Yr2
	Yr3

	CS-1 Job Description Language – definition of job processing requirements and policies,  file placement & replication in distributed system.
	
	
	
	

	P1-1 Job Description Formal Language
	D0, CMS
	X
	
	

	P1-2 Deployment of Job and Production Computing Control
	CMS
	X
	
	

	P1-3 Deployment of Job and Production Computing Control
	ATLAS, BaBar, STAR
	
	X
	

	P1-4 Extensions to support object collections, event level  access etc.
	All
	
	
	X

	CS-2 Job Scheduling and Management   - job processing, data placement, resources discover and optimization over the Grid
	
	
	
	

	P2-1 Pre-production work on distributed job management and job placement optimization techniques
	BaBar, CMS, D0
	X
	
	

	P2-2 Remote job submission and management of production computing activities
	ATLAS, CMS, STAR, JLab 
	
	X
	

	P2-3 Production tests of network resource discovery and scheduling
	BaBar
	
	X
	

	P2-4 Distributed data management and enhanced resource discovery and optimization
	ATLAS, BaBar  
	
	
	X

	P2-5 Support for object collections and event level data access.  Enhanced data re-clustering and re-streaming services
	CMS, D0
	
	
	X

	CS-3 Monitoring and Status Reporting
	
	
	
	

	P3-1 Monitoring and status reporting for initial production deployment
	ATLAS
	X
	
	

	P3-2 Monitoring and status reporting – including resource availability, quotas, priorities, cost estimation etc
	CMS, D0, JLab
	X
	X
	

	P3-3 Fully integrated monitoring and availability of information to job control and management.
	All
	
	X
	X

	CS-4 Storage resource management
	
	
	
	

	P4-1  HRM extensions and integration for local storage system.  
	ATLAS, JLab, STAR
	X
	
	

	P4-2 HRM integration with HPSS, Enstore, Castor using GDMP
	CMS
	X
	
	

	P4-2  Storage resource discovery and scheduling  
	BaBar, CMS
	
	X
	

	P4-3 Enhanced resource discovery and scheduling 
	All
	
	
	X

	CS-5 Reliable replica management services
	
	
	
	

	P5-1 Deploy Globus Replica Catalog services in production 
	BaBar,
	X
	
	

	P5-2 Distributed file and replica catalogs between a few sites 
	ATLAS, CMS, STAR, JLab  
	X
	
	

	P5-3  Enhanced replication services including cache management 
	ATLAS, CMS,JLab
	
	X
	

	CS-6 File transfer services
	
	
	
	

	P6-1 Reliable file transfer
	ATLAS , BaBar, CMS, STAR, JLab  
	X
	
	

	P6-2 Enhanced data transfer and replication services 
	ATLAS, BaBar, CMS, STAR, JLab
	
	X
	

	CS-7 Collect and document current experiment practices and potential generalizations
	All
	X
	X
	X
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